Generative Adversarial Networks for
Automated Hippocampus Segmentation
Development of an Artificial Neural Network and Integration
in a Generative Adversarial Network Scheme to improve the
Segmentation of the Hippocampus and its Substructures

Bachelor’s Thesis
submitted by
Tanja Eichner
193233
in partial fulfillment of the requirements for the Degree
Bachelor of Science (B.Sc.) in the course of
Medical Informatics
February 20, 2019
Examiner:
Co-Examiner:
Supervisor:

Prof. Dr. Rolf Bendl, Heilbronn University
Dr. Christoph Maier, Heilbronn University
Prof. Dr. José Vicente Manjón Herrera,
Universitat Politècnica de València

Abstract
Title:
Author:

Generative Adversarial Networks for Automated Hippocampus
Segmentation
Tanja Eichner (193233)

Subject: Medical Informatics
Degree: Bachelor of Science (B.Sc.)
University: Heilbronn University & Heidelberg University
Date: February 20, 2019
Alzheimer’s Disease affects millions of people worldwide, but till today, the gold standard for definitive diagnosis of this disease is a biopsy. Nevertheless, with the progress
of the disease, a volume loss in the Hippocampus can be observed. Therefore, good
segmentation methods are crucial to facilitate quantification of this loss.
The focus of this work is on the development of a Machine Learning algorithm, more
precisely a Generative Adversarial Network, for the automated segmentation of the
human Hippocampus and its substructures in Magnetic Resonance Images. In particular, the task is to determine if the integration of a pre-trained network that generates
segmentations into a Generative Adversarial Network scheme can improve generated
segmentations. In this context, a segmentation network in form of a U-net corresponds
to the generator. The discriminator is developed separately and merged in a second
step with the generator for combined training.
With a literature review regarding the automated segmentation of the Hippocampus,
current methods in this field and their medical and technological basics were identified. The datasets were preprocessed to make them suitable for the use in a neural
network. In the training process, the generator was trained first until convergence.
Then, the Generative Adversarial Network including the pre-trained generator was
trained. The outcomes were evaluated via cross-validation in two different datasets
(Kulaga-Yoskovitz and Winterburn). The Generative Adversarial Network scheme
was tested regarding different architectural and training aspects, including the usage
of skip-connections and a combined loss function.
The best results were achieved in the Kulaga-Yoskovitz dataset with a Dice coefficient
of 90.84 % after the combined training of generator and discriminator with a joined
loss function. This improves the current state of the art method in the same task and
dataset with a Dice index of 88.79 % by Romero [Rom17]. Except of two cases in the
Winterburn dataset, the proposed combined method could always improve the Dice
results after the training of only the generator, even though only by a small amount.
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Alzheimer betrifft Millionen von Menschen weltweit. Obgleich bis heute eine Biopsie
nötig ist, um die Krankheit sicher zu diagnostizieren, kann während des Fortschreitens
der Krankheit ein Volumenverlust im Hippocampus beobachtet werden. Um diese
Abnahme zu messen, sind gute Segmentierungsmethoden notwendig.
Der Fokus dieser Arbeit liegt in der Entwicklung eines Machine-Learning-Algorithmus,
genauer eines Generative Adversarial Networks, für die Segmentierung des Hippocampus und seiner Substrukturen in MRT-Bildern. Insbesondere wird untersucht, ob die
Integration eines vortrainierten Segmentierungsnetzes in ein Generative-AdversarialNetwork-Schema die Ergebnisse verbessern kann. In diesem Kontext entspricht das
Segmentierungsnetz in Form eines U-Netzes dem Generator. Der Diskriminator wird
separat entwickelt und mit dem Generator für ein kombiniertes Training verbunden.
Eine Literaturrecherche ergab aktuelle Methoden für die Segmentierung des Hippocampus und deren medizinische und technische Grundlagen. Die Datensätze wurden
vorverarbeitet, um sie für den Einsatz in einem neuronalen Netz vorzubereiten. Der
Generator wurde bishin zur Konvergenz vortrainiert. Anschließend wurde das Generative Adversarial Network inklusive dem vortrainierten Netz trainiert. Die Evaluierung
der Ergebnisse erfolgte mithilfe des Crossvalidierungsverfahrens in zwei verschiedenen Datensätzen (Kulaga-Yoskovitz und Winterburn). Das Generative-AdversarialNetwork-Schema wurde bezüglich verschiedener Architekturen und Trainingsparameter getestet, darunter die Nutzung von Skip-Connections und eine kombinierte LossFunktion.
Die besten Ergebnisse wurden im Kulaga-Yoskovitz-Datensatz mit einem Dice-Index
von 90.84 % nach dem gemeinsamen Training beider Netze mithilfe einer kombinierten
Loss-Funktion erreicht. Hiermit wird die aktuell beste Methode von Romero [Rom17]
übertroffen, welche einen Dice-Index von 88.79 % aufweist. Außer in zwei Fällen im
Winterburn-Datensatz konnte die vorgestellte kombinierte Methode den Dice-Index im
Vergleich zum Vortraining des Generators stets um einen kleinen Betrag verbessern.
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1 Introduction
The focus of this work is on the development of a Generative Adversarial Network
(GAN) for the automated segmentation of the human Hippocampus (HC). In particular, the task is to determine if a discriminator can improve the results of a pretrained
network that generates segmentations. In a GAN scheme, this network corresponds
to the generator.

1.1 Motivation
Alzheimer’s Disease (AD) is an illness that affects millions of people worldwide and
occurs especially in the Hippocampus (HC) [Pri16]. It is a form of dementia, which
comes along with memory loss and mental disorders [Lee10]. To affected people this
often means also a loss of life quality [Duv05]. Therefore, it is desirable to detect AD
in early stages and to know more about the disease.
Till today, a biopsy is necessary to diagnose AD definitely [Kro12]. Nevertheless, studies such as [Sch09] demonstrate that AD patients show a significant and accelerated
hippocampal loss. Still, there is a need to determine if hippocampal loss in subjects,
that are considered as healthy, can be regarded as a beginning of AD. For accurate
volume measurement, brain tissue segmentation is required.
Manual segmentation is the method which is used most to assess the hippocampal
volumetric loss. However, manual segmentations introduce a bias in the accurate
volume measurement of the HC. This is due to the fact that they depend on the
expertise and the experience of the physician, as well as on the available tools that
are used. Furthermore, manual segmentation necessitates a lot of time (between 30
and 120 minutes for hippocampal segmentation) and is, therefore, high in price. For
objective large scale population analysis to study AD, automated segmentation that
guarantees repeatability and reproducibility is necessary. [Zan17]
Besides that, dementia has a financial impact on our society due to direct medical
costs, direct social care costs, and costs of informal care. The estimated worldwide
costs of dementia were $818 billion in 2015, which represents an increase of 35 %
since 2010. Especially in Germany, where the medium age of the population is rising,
the costs will constantly increase. An adequate treatment following an early and fast
detection could decrease the costs produced by the illness. [Wim17]
In [Bin18] it is outlined that Deep Learning (DL) already plays an important role in
health care and its impact will increase, also regarding illness detection. DL, which is
at its highest point of expectations in Gartner’s Hype Cycle of 2018 (Figure 1.1) and
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therefore currently an important technology, could be the way to make a step forward
in this research area and help to make an early diagnosis of AD.

Figure 1.1: Gartner’s hype cycle for emerging technologies, 2018. Following [Pan18].

1.2 Related work
As mentioned in Section 1.1, manual hippocampus segmentation is not an affordable option and, therefore, automated segmentation methods were requested and also
developed in the last years. In the following paragraphs important works treating hippocampal segmentation or medical image segmentation using GANs will be presented
shortly. To the knowledge of the author, until today there is no published method
regarding hippocampal segmentation with GAN methods.
Hippocampal segmentation In 2009, Van Leemput [Van09] introduced one of the
first HC subfield segmentation methods. The model uses a probabilistic atlas containing information about where the anatomical labels are most likely to occur. A lot of
approaches since then have been made using atlas-based methods. Pipitone [Pip14]
proposed a multi-atlas-based method using T2-weighted images intended to segment
a considerable large dataset using a few manually labeled cases (atlases). However,
this method, which is receiving results with an average 86.9% Dice coefficient, comes
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along with a high temporal cost. The most promising results until now were made
with patch-based methods [Zan17]. Recently, Romero [Rom17] proposed a method
that uses a multi-contrast version of a patch matching segmentation method including
a new neural network based error corrector post processing step. The best Dice score
reached by this method is 88.79%, which represents the current state of the art method
in the segmentation of hippocampal substructures. Nevertheless, it is considered as a
problem in general, that patch-based approaches may loose the information about the
whole image, and are often not a good descriptor for the overall structure [Zan17]. So
far, the best results for whole hippocampal segmentation were achieved by Xie and
Gillies [Xie18] with a median Dice score up to 90.98% in less than one second. For this,
a patch-based deep neural network was used. In contrast to this work, the method
does not distinguish between different substructures of the HC.
Medical image segmentation using GANs Several papers mention to use variations of GAN architectures for medical segmentation tasks and to received remarkably
good results compared to prevailing non-GAN methods. [Yan17] describes a liver segmentation method using an adversarial image-to-image network. In 2018, an article
about liver lesion segmentation using another type of adversarial networks, cycleconsistend adversarial network, was published by Kim [Kim18]. [Moe17] deals as well
with adversarial training, in this case for brain Magnetic Resonance Imaging (MRI)
segmentation, and [Xue18] talks about adversarial networks for medical image segmantation using a multi-scale loss.

1.3 Objective
The goals of this thesis are delineated in the following enumeration:
1. Development and pre-training of an Artificial Neural Network (ANN) to generate segmentations of hippocampal substructures in Magnetic Resonance (MR)
images.
2. Development of a GAN scheme and integration of the segmentation ANN to this
scheme as the generator in order to examine if the segmentation output can be
improved.
3. Evaluation of the method to compare the outputs.
It is not an aim to develop a method that can be used in a clinic’s daily routine or
that can be directly applied for AD research, but to evaluate if a discriminative ANN
can improve existing segmentation methods.
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1.4 Outline
In the beginning of this work, a literature review regarding current methods for the
automated segmentation of the Hippocampus was made. Afterwards, the medical and
technological basics for this area were identified. Before the development and implementation, the datasets were preprocessed to make them suitable for the use in a neural
network. In the training process, the generator was trained first until convergence.
Then, the GAN including the pre-trained generator was trained. Finally, the outcomes were evaluated via cross-validation in two different datasets (Kulaga-Yoskovitz
and Winterburn). The GAN scheme was tested regarding different architectural and
training aspects, including the usage of skip-connections and a combined loss function.
Subsequently, this work is structured in the following chapters:
Chapter 2 introduces the medical basics of the human HC and AD, as well as the
basics of MRI. Furthermore, important basics regarding this work about DL, ANNs
and GANs are covered.
Chapter 3 provides a description of the dataset, algorithms and tools used to complete this work. Besides that, the network architecture of the GAN and further training
parameters are delineated.
Chapter 4 presents the outcomes and performance of the networks in form of a
comparison of the Dice coefficient and an illustration of the produced segmentations
by the network.
Chapter 5 discusses the concepts and results of this work and compares them with
the current state of the art of related work. Also, it provides an outlook for possible
subsequent work.

4

2 Basics
This chapter provides knowledge about the different aspects touched in the application
domain of this work. First, the hippocampal anatomy and its role in learning and memorization tasks are described (Section 2.1), such as the correlation with Alzheimer’s
Disease (AD) and its impacts (Section 2.2). Since MR images are used for completing
the task, the basic principles of MRI are explained in Section 2.3. Also, the theory
of DL (Section 2.4) and ANNs (Section 2.5) is provided with regard to the presented
work. Then, Convolutional Neural Networks (CNNs) and important layer types of
ANNs, which are relevant for this work, are delineated in Section 2.6. Finally, in
Section 2.7 the theory about GANs is provided.

2.1 Hippocampus
The hippocampal formation is located in the medial temporal lobe in each of both brain
hemispheres. Its characteristic anatomy and function is described in the following
subsections.
2.1.1 Anatomy
The hippocampal formation is structured in the perirhinal cortex, the entorhinal cortex, the parahippocampal cortex, the subiculum, the dentate gyrus and the Cornu
Ammonis (CA), which itself is divided in subunits (CA1-CA4) and called the hippocampus proper. The HC is part of the limbic system, such as the amygdala, anterior
thalamic nuclei, septum, limbic cortex and fornix. A detailed view of the HC anatomy
is depicted in Figure 2.1. [Kro12]
In 1957, impacts on recent memory after bilateral hippocampus lesions were described
by William Beecher Scoville and Brenda Milner [Sco57]. Due to epilepsy suffering of
a patient, who is also mentioned by Kammerer [Kam15], a bilateral medial temporal lobe resection was executed, including hippocampus, amygdala, and the adjacent
parahippocampal gyrus [Squ09]. This surgery resulted in anterograde amnesia: The
patient was not able to form new memories of everyday events. Older memories were
not affected, as well as his “general intelligence” [Sco57]. Similar aspects were observed
also on other patients who had the same kind of surgery. Over the following years, the
relation between the medial temporal lobe and memory was examined. The idea of
memory distribution over the cortex was more and more replaced by experiments that
seemed to prove the importance of a specific brain structure for memory. [Squ09]
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Figure 2.1: Diagram of the structure of the Hippocampus (coronal section) CA1 – CA4,
fields of the Cornu Ammonis. Cornu Ammonis: 1, alveus; 2, stratum oriens; 3, stratum
pyramidale; 3’, stratum lucidum; 4, stratum radiatum; 5, stratum lacunosum; 6,
stratum moleculare; 7, vestigial hippocampal sulcus (note a residual cavity, 7’). Gyrus
dentatus: 8, stratum moleculare; 9, stratum granulosum; 10, polymorphic layer; 11,
fimbria; 12, margo denticulatus; 13, fimbriodentate sulcus; 14, superficial hippocampal
sulcus; 15, subiculum; 16, choroid plexuses; 17, tail of caudate nucleus; 18, temporal
(inferior) horn of the lateral ventricle. From [Duv05].
2.1.2 Functions
The HC plays an important role in learning and memory. Specificly, it is responsible
for processing information in order to establish long-term, explicit memory [Bus18],
[Kar14], [Sco57]. The HC faces all kinds of declarative memory, such as semantic,
episodic, and spatial memory [Duv05]. Semantic memory deals with facts and concepts, while episodic memory is about occasions and their relations. Spacial memory
is related with spacial location recognition. Other tasks the HC is involved in are
emotional behavior and motor control. Since a deeper understanding of these issues is
not necessary for the understanding of this work, the focus will be set on the aspects of
memory. In fact, several diseases that affect our memory, such as AD, can be observed
in the human HC [Juo99].
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2.2 Alzheimer’s Disease
According to “World Alzheimer report 2016: improving healthcare for people living
with dementia: coverage, quality and costs now and in the future” by Prince [Pri16],
worldwide 47 million people suffer from Dementia. The disease has many different
forms [Sha09], AD is probably the most well-known of them, as it accounts between
50 and 75 % of all cases of Dementia [Lee10]. In early stages, memory loss of recent
actions such as speech and language disorders can be noticed at people who are affected
by the disease [Bus18]. With the progressing of AD, other symptoms appear; among
others emotional and social disturbance, disorientation and confusion [Kro12]. The
only way to make a definitive diagnosis is an autopsy. Besides several plaques and
neuroinflammation [Lee10], an indication for AD is the abnormal loss of synapses
and, therefore, the shrinking of the brain mass [Lee10], [Kro12]. This cell loss is
demonstrated in Figure 2.2. Most of the cell loss can be noticed in the limbic system
and the frontal, parietal and temporal cortexes [Lee10], [Sch09]. In the HC, the decline
due to AD is most significant in CA1 or gyrus dentatus [Duv05].

Figure 2.2: Schematic representation of massive cell loss in advanced Alzheimer’s disease. From [Lee10].

2.3 Magnetic Resonance Imaging
Due to its high soft tissue contrast, MRI plays an important role in brain tissue
visualization and diagnostic tasks. The MR technique is based on the nuclear spin
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Figure 2.3: Relation between short and long Repetition Time and Echo Time and the
contrast obtained in Magnetic Resonance images. From [Jua15].
(more precisely: nuclear spin angular momentum) property of atomic nuclei. Usually
they rotate around their own axis. Thus, a small magnetic field is induced. Without
the influence of an exterior magnetic field, the axes of the spins are oriented randomly.
Within a magnetic field, which is induced by the MR tomograph, they align in the
direction of the field lines. Due to the momentum conservation, the particles execute
a precession movement. This process is called longitudinal magnetization. Through
the irradiation of a high frequency impuls with the same frequency as the one of the
precession movement, the so-called Larmor frequency, some nuclei are tiped by 180
degree. Since the orientation in the direction of the magnetic field is meant to be the
lower energy state, the tiped nuclei tend to swap back to their original position after
stopping the magnetic field with the Larmor frequency. The time needed to reach
63 % of their original state is called either T1 relaxation, longitudinal relaxation
or spin-lattice relaxation, and is specific for different tissues. These specific times
determine the different contrasts in an MR image. On the other hand, there is the T2
relaxation, transverse relaxation or spin-spin relaxation. After the high frequency
impulse, all the spinning protons are in phase. Since some spins are slightly faster
than others, they lose coherence. The T2 relaxation describes the time needed to
reach 37 % of the phase coherence after the high frequency impulse. It is also tissue
specific. [Lip10], [Dal15], [Kot17]
By changing recording parameters, a T1, T2 or a Proton Density (PD) weighted
contrast can be achieved in the sequences. Important parameters are Repetition Time
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(RT), which is defined as the time between two successive high frequency impulses,
and Echo Time (ET), the time between a high frequency impulse and its echo with a
new build-up of the signal. The contrast differences are demonstrated in Figure 2.3.
[Lip10], [Dal15], [Kot17]

2.4 Deep Learning
In the field of computer science, Artificial Intelligence (AI) is defined as a study of
devices which “perceive their environment and take actions to maximize their chance
of success at some goal” [Poo98], [Bin18]. Machine Learning (ML) is considered to be
a subset of AI [Bin18], and Deep Learning (DL) to be a form of ML.
In the beginnings of AI, algorithms consisted of a list of rules and formals. Programmers had to implement every single rule and its dependencies. The method got
famous, for example, for strategies to win games. Soon it got to its limits, as people
wanted to reproduce more complex issues. Therefore, ML was introduced. In contrast
to AI, ML describes the capability of a system to aquire their own knowledge, where
decisions seem to be subjective. For ML algorithms, the representation of the data
they receive is important. This can be a problem, especially for tasks where it is
difficult to identify the features that should be learned.

Figure 2.4: Number of publications on PubMed containing “Machine Learning” or
“Deep Learning” in their title or abstract [NCB].
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Representation Learning is an approach to face this problem which not only learns
the mapping from the representation to its output, but also the representation itself.
The algorithm is able to extract features automatically. In some cases, this can be
difficult for the algorithm, especially regarding variations in the given dataset, such as
different lightning conditions or angles in images. DL is a solution for this problem,
since it embodies representations with other, simpler representations. [Goo16]
As one can see in Figure 1.1, many current trends in Gartner’s hype cycle, especially
DL, which can be found on the top of the peak, deal with AI. According to this, Figure
2.4 shows, that the number of publications containing the words “Machine Learning”
or “Deep Learning” in their title or abstract is rising from 35 in 2000 to 4702 in 2018
for ML and from 4 to 1797 for DL.

2.5 Artificial Neural Networks
To understand abstract concepts and complex architectures of DL networks, it is important to know how ANNs interact on a lower level base. The following section
describes the interaction of ANN units and important principles about how the information is processed through a network.
2.5.1 Artificial neurons
In ANNs, a neuron represents a single information-processing unit. The structure is
inspired by biological neurons of our brain, as shown in Figure 2.5. Figure 2.6 depicts
its mathematical model. The Figures 2.5, 2.6 and 2.8 are extracted from [He10].
A neuron j has several inputs,
xi , (i = 1, 2, ..., n) with connection weights wij . The activation
threshold is represented by Θj ,
the activation function by f . yi
is the output of the neuron and
the relation between inputs and
output is:
X

yi = f (

wij xi − Θj ).

An ANN is composed of several neurons, arranged as layers,
and various connections in between them. It is divided in input layer, hidden layers and output layer. The example
in Figure 2.8 has a single hidden layer. Nowadays, there are numerous different model
Figure 2.5: Biological neuron.
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Figure 2.6: Mathematical model of a neuron.
types, and ANNs can be classified according to their topoligcal structure [He10]. DL
is characterized by many hidden layers to make it possible to the computer to learn
complex problems by dividing them to simpler ones. [Goo16]
2.5.2 Activation functions
As described above, the input of every neuron is passed through an activation function.
The most important activation functions for this work will be delineated below.
ReLU It is common to use non-linear activation
functions. Rectified Linear Unit (ReLU), which is described as
f (x) = max(0, x)

Figure 2.7: ReLU activation function.

to model a neuron’s output, is one of them [Nai10].
ANNs train several times faster with ReLU activation
than equivalents with tanh units [Kri12]. The plot of
the ReLU function is shown in Figure 2.7. However,
ReLU has a significant problem: Whenever the unit
is not active, its gradient is 0. Since a gradient-based
optimization algorithm will not adjust the weights of a
unit that never activates initially, this could lead to situations where a unit never activates. Also, the training
with constant 0 gradients can be slow [Maa13].

Leaky ReLU To prevent the problems of ReLU in hidden layers as described above,
leaky ReLU was introduced by Maas et al. [Maa13]. Instead of being 0 for x ≤ 0,
leaky ReLU has a small positive slope, e.g. 0.1.
Softmax This function, also known as multinomial logistic regression function, calculates the probabilistic distribution over k different possible classes [Caw07]. For this
purpose, it can be applied for classification tasks.
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Figure 2.8: An artificial neural network with a single hidden layer.
Sigmoid The sigmoid activation function is a special case of the softmax function
where the number of classes is 2. It returns values between 0 and 1 [Glo10]. Therefore,
it can be used for the probabilistic output of a discriminator.
In the specific task of a GAN, it is recommended to use ReLU activation in the
generator, except in the output layer, where the tanh function should be used. In
the original GAN paper, maxout activation is used within the discriminator [Goo14].
Nevertheless, it is shown that the Leaky ReLU can achieve better results used in the
discriminator [Rad15].
2.5.3 Learning algorithms
Learning of an ANN includes the memorization of a task while extracting internal rules
(so-called features) of an environment and mapping an input to a specified output.
Furthermore, the network is meant to get better in its specific task due to gaining
experience. The improvement of the network can be measured. The way a network
tries to complete its task is by adapting the weights of the single neurons. A neuron’s
state influences only the state of the neurons in the next layer. [Goo16]
Optimization is used in the majority of DL algorithms, mostly it is a matter of minimizing a cost function (also called loss function or error function). A common technique,
especially for multilayer networks [LeC15], is the gradient descent. It minimizes the
loss function by calculating the derivative at an initial point and taking iteratively
steps in the negative direction of the gradient vector. Critical points are local minima,
because it may no longer be possible to find smaller values in the immediate vicinity.
To try to get out of such local minima or to decrease the probability of getting stuck
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in them, optimizers and variations of the learning rate, which is the step size that
makes the algorithm between two values, can be used. The goal is to arrive at the
global minimum. In this point the weights have reached their optimal value. Sometimes it is not possible to reach this minimum due to the shape of the cost function. As
long as the values of these local minima are similiar to the ones of the global minimum,
also these states can be accepted. [Goo16]
The gradient can be computed by the Back-Propagation (BP) algorithm. It consists of two parts: the forward propagation of the input information and the error
back-propagation. If the information which is forward-propagated through the network cannot provide the the expected output, BP is operated. The calculated error is
directed backwards through the network in its original pathway to adapt the weights
of each layer. With more and more iterations, the error function should lead to smaller
values and reach the global minimum or another accepted state. [Goo16]
The way the input information is presented to the network and, therefore, how the
ANN learns out of it, is classified in supervised and unsupervised learning.
Supervised learning algorithms deal with labeled data, so the algorithm receives
the instruction of how the output based on a specific input should look like. An
example could be a labeled dataset with different species of a plant. The algorithm
learns by which features it should distinguish and classify the plants. [Goo16]
Unsupervised learning algorithms experience a dataset without any labels and are
supposed to learn the whole probability distribution. Typical tasks are density estimation, synthesis or denoising. A common algorithm for classification is the clustering
algorithm. [Goo16]

2.6 Convolutional Neural Networks
A CNN is a specific kind of an ANN to process image data, or, generally, data with a
“grid-like topology” [Goo16]. Instead of matrix multiplication, which was traditionally
used in ANNs, the convolutional operator is used in at least one of the layers [Goo16],
[He10], [LeC15].
Typical layers in a CNN are composed of three stages. The first stage consists of
convolutions. In the second one, a nonlinear activation function is used, such as the
ReLU activation function. For the third stage, a pooling function is used to modify
the output. The different layer types and the correspondent operations are described
in the following section. [Goo16]
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2.6.1 Layer types
As described in Section 2.5, ANNs are arranged in layers and the connections between
them. Only using fully connected layers doesn’t scale well as the input images get
larger due to the amount of incoming weights (width × height weights per neuron),
or even volumetric data is used. Also, they are easily producing overfitting [Bud17].
Therefore, a lot of new layer types have been developed. In the following sections, the
purpose and function of the different layers used in this work will be delineated.
Convolutional layer
The convolutional operator is denoted as follows:
s(t) = (x ∗ w)(t).
Function x is an input, w the kernel. The output usually is referred to as the feature
map. In general, the convolution provides the weighted average at every moment in
time t. More than one axis at a time, as for example for a two-dimensional image
I as in the input, implicates the use of a two-dimensional kernel K. The same can
be done for three dimensional input, such as videos or volumetric images. Also, the
convolution becomes discrete [Goo16]:
S(i, j) = (I ∗ K)(i, j) =

XX
m

I(m, n)K(i − m, j − n).

n

In CNNs, the kernel slides over the image generating a feature map as a result. A
good example for using the convolutional operator is edge detection for object recognition. Due to sparse connectivity (kernel size smaller than the input), deeper layers
can indirectly interact with layers on higher levels, which allows the network to recognize relations between features of different sizes in the input image. Furthermore,
computing the convolution is much more efficient than matrix multiplication. In an
example of Goodfellow [Goo16], the convolution is four billion times more efficient in
this edge detection. [Goo16], [He10], [LeC15]
Batch Normalization layer
Batch Normalization (BN) was introduced by Ioffe [Iof15] in 2015. Its aim is to
stabilize learning by normalizing the distribution of inputs to an ANN layer during
the training. The network is augmented with additional layers to set the mean and
variance of each activation’s distribution to be zero or one respectively. The BN is
applied before the non-linearity of the previous layer. Typically, the normalized inputs
are also scaled and shifted [San18].
With the help of BN, training problems due to poor initialization can be faced. Also,
it supports the gradient flow in deeper models by making the gradients less dependent
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on their initial values. Especially in GANs, this helps the generator to begin learning
and prevents it from collapsing, where it produces a limited variety of samples. Further
advantages are that higher learning rates can be used without the risk of divergence
and the same accuracy can be achieved in fewer training steps. [Rad15],[Iof15]
Pooling layer
A pooling layer modifies its input by applying a function that summarizes the input
at a certain location and its nearby surroundings. An example is max pooling, which,
operated on an image, ouputs only the pixel with the highest value within a rectangular neighborhood. Advantages are that the efficiency is increased when using a
pooling layer with downsampling, because the next layer needs to process less units.
Furthermore, pooling introduces invariance to small translations of the input, because
even if we translate the input a little bit, the output values of the pooling layer don’t
change. This can be useful for feature detection tasks if the location of the features
are not important and it is just relevant if the features are present. [Goo16]

2.7 Generative Adversarial Networks
After GANs were introduced by Ian Goodfellow [Goo14] in 2014, they achieved great
success in various deep learning problems, especially generating realistic looking images, for example using image-to-image translation [Iso17].
According to [Goo14], the basic idea of GANs is to train two different models simultaneously. One is called the Generator (G), the other one the Discriminator (D). G
receives noise as input and is supposed to learn the data distribution while maximizing
the probability of D making a mistake. On the other hand, D tries to identify whether
a received input is real, which means from the training data, or fake (generated by
G) by estimating the probability. D tries to maximize the probability of assigning
the right labels to its input data. The training optimum of the aribtrary functions is
reached when G learned the data distribution and the function of D corresponds to 12
everywhere, which means, that it is not able to distinguish anymore between the two
distributions learned by G. The GAN scheme is depicted in Figure 2.9.
Since a lot of GAN architectures suffer from instability, which is why they are quite
hard to train, a lot of papers are dedicated to discover the reasons and find stable
architectures [Sal16], [Ber17], [Arj17]. Still, there is no concrete “recipe” for a stable
architecture and the behavior depends on many factors, such as input data, complexity,
and balanced architectures and training. For example, if one of the models is too strong
compared to the other one, the training collapses and no more change is possible. This
is why it is considered as difficult to experiment new variant of GAN models.
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Nevertheless, a lot of researchers and other people are dedicating their time experimenting with GANs, because the results so far are promising. Therefore, besides the
task they were usually meant for, they also gained interest in other areas [Arj17], for
example unsupervised representation learning [Rad15], 3D Modelling [Wu16], text-toimage synthesis [Ree16], or, as delineated in Section 1.2, medical image segmentation.

Figure 2.9: Scheme of Generative Adversarial Networks. With GTs as ground truths,
G as generator and D as discriminator.
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Since the datasets are crucial for the performance of ANNs, the used datasets (Section
3.1) and the undertaken preprocessing of their data (Section 3.2) are described in
this chapter. Also, the final architecture of the GAN, training details and settings
(Section 3.3) will be delineated. Section 3.4 describes the method used for validating
the network’s results. This is important to decide whether the performance of the
GAN is suitable to fulfill the goals denoted in Section 1.3. Finally, details about the
implementation, such as hardware and chosen frameworks, will be presented (Section
3.5).

3.1 Datasets
Two different datasets with manual labeling hippocampal subfield segmentation protocols were used to develop and to evaluate the proposed method. The first one, which
has been mainly used during the development, was introduced with the segmentation
protocol of Kulaga-Yoskovitz [Kul15] in 2013. In this dataset, from now an called
Kulaga-Yoskovitz dataset, the HC is divided in three different subregions: CA1-3,
CA4-dentate gyrus and subiculum.
Two years earlier, in 2013, Winterburn’s [Win13] dataset was released, where five different subregions are assigned: CA1, CA2-3, CA4-dentate gyrus, stratum and subiculum.
This dataset will be called the Winterburn dataset.
Both datasets consist of high resolution T1-weighted and T2-weighted MR images.
Examples of the dataset including their different segmentations are shown in Figure
3.1.
Intra- and inter-rater reliability For this work, the intra- and inter-rater reliability
of the datasets play an important role. The inter-rater reliability describes the extent
to which two classifications, made independently by two individuals for the same
dataset, coincide. If the inter-rater reliability is high, the classification can be used
with confidence without asking what individual produced it. Thus, the inter-rater
reliability is concerned about reproducibility of categorizations by different individuals,
called raters. Intra-rater variability, on the other hand, deals with self-reproducibility.
This means, that the same rater makes a classification for the same dataset several
times after a certain period of time. If the intra-rater variability for a dataset is
high, the categorization does not depend on other factors or circumstances, such as
measurement instruments. [Gwe14]
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Figure 3.1: Example of the used datasets from Winterburn and Kulaga-Yoskovitz.
From [Rom17].
3.1.1 Kulaga-Yoskovitz
This dataset from a public repository (http://www.nitrc.org/projects/mni-hisub25)
includes isotropic 3D-MPRAGE T1-weighted (0.6 mm3 ) and anisotropic 2D T2-weighted TSE images (0.4 × 0.4 × 2 mm3 ) from 25 healthy subjects (31 ± 7 years, 12 males,
13 females). Furthermore, it contains manual hippocampal subfield labels that divide the HC in the following three parts: CA1-3, CA4/DG and subiculum. In this
dataset, the intra-/inter-rater reliability with Dice index ≥ 90/87 % was achieved.
The images were preprocessed to correct intensity non-uniformity, resampled to a resolution of 0.4 mm3 and linearly registered to the MNI152 space. The MNI152 space
is a standard space, where a MRI standard template was constructed from 152 normal subjects by the Montreal Neurological Institute (MNI). Furthermore, by using a
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non-local superresolution method from Manjón [Man10a] to upsample the T2-weighted
data, interpolation artifcats were reduced [Rom17], [Yus15]. More details can be found
in the original article [Kul15].
3.1.2 Winterburn
This dataset contains T1-weighted and T2-weighted images and their corresponding
manual segmentations from five healthy subjects (2 males, 3 females, aged 29–57),
which are available at the CoBrALab website (http://cobralab.ca/atlases). The T1weighted images have a 0.3 × 0.3 × 0.3 mm3 high resolution, the T2-weighted images
are obtained by 2× interpolation of 0.6 × 0.6 × 0.6 mm3 acquisitions. Its segmentations include five labels: CA1, CA2/3, CA4/DG, (SR/SL/SM), and subiculum. This
dataset has an intra-rater reliability of a mean Dice index of 74,2 %. For more details about the labeling protocol and image acquisition, consider the original paper
[Win13].

3.2 Preprocessing and initialization
Besides the preprocessing included in the datasets, the work for this thesis comprises
the application of further preprocessing steps to prepare the datasets for this specific
task. The following preprocessing was made for all input data, even though some steps
were already included in the dataset’s preprocessing:
For denoising the images, the Spatially Adaptive Non-local Means Filter [Man10b]
was used. It is able to automatically deal with both stationary and spatially varying
noise levels. To correct intensity inhomogeneity within one image, N4 bias field
correction [Tus10] was applied. This is useful for segmentation algorithms that use
intensities as a feature [Roy11].
The images were linearly registered to the MNI space to move them to a common coordinate space and to have the same orientation in all images. Therefore, the
Advanced Normalization Tools (ANTs) [Ava09] were used. The transformation for the
registration was estimated with the help of the T1-weighted MNI152 template and the
T1-weighted images and applied to both the T1- and T2-weighted data. The segmentation is performed always at 0.5 × 0.5 × 0.5 mm3 resolution. For this purpose, the
images were downsampled to this resolution to make the results comparable.
The lack of standardized image intensities compromise the precision, accuracy, and
efficiency of segmentation algorithms [Mad06]. To reach similar intensity levels across
all subjects, the images were intensity normalized by using a histogram matching
method [Nyú99]. Afterwards, the images were cropped around the HC area to reduce
computational costs and memory requirements. A bounding box was considered to
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make sure that all manual segmentations are included. Due to the conformity with
the MNI space, the images could be cropped always at the same position. [Rom17]
The HC is a structure that occurs in both brain hemispheres. To double the amount
of training data for the network, one case was taken as two by dividing it into the left
and right hippocampus. One side was flipped to have more uniformity. In the end,
50 of these cases were available for training the network from the Kulaga-Yoskovitz
dataset and 10 from the Winterburn dataset.

3.3 Generative Adversarial Network design
In the following section, the architecture of the diverse models, the segmentation network and the discriminator, including their differences for the used datasets, will be
presented, as well as corresponding training parameters. Furthermore, other algorithms and techniques that turned out to be helpful for training will be delineated.
3.3.1 Generator
The network to perform the segmentations, which in a GAN scheme corresponds to
the generator, is based on a U-net architecture, introduced by Ronneberger [Ron15]
in 2015. It consists of a contracting and an expansive path, where the pooling layers
are replaced by upsampling layers. Every step in the contracting path corresponds to
a step in the expansive path. This results in an almost symmetric, U-like architecture.
At each downsampling path, the number of feature channels is doubled. Ronneberger
also established so-called skip connections between layers in the contracting and the
upsampled output of the same level. With this, high resolution features can be localized and successive convolutional layers can learn to generate a more precise output
based on this concatenated information. According to Litjens [Lit17], these skip connections allow the ANN to take into account the full context of the image. Compared
to patch-based ANN, this can be an advantage.
The final architecture of the segmentation network and the connections to the discriminator can be seen in Figure 3.2. The generator receives one case at a time from
the preprocessed dataset as three-dimensional input. Both a T1 and the corresponding T2 MR sequence of the cropped HC area are fed into the network. This input
information is processed by the layers. The contracting path on the left side consists
of the repeated application of 3 × 3 × 3 convolutions, Batch Normalization (BN) and
ReLU, followed by a 2 × 2 × 2 max pooling operation with stride 2 to downsample
the from the convolutions resulting feature maps. The black numbers in Figure 3.2
correspond to the number of channels of the feature maps. In the expansive path on
the right side, the feature maps are upsampled and concatenated with the corresponding feature map from the contracting path to generate skip connections. Then, three
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3 × 3 × 3 convolutions, BN and ReLU are applied. A 1 × 1 × 1 convolution is used as a
final layer to map each feature vector to the desired number of classes. The output is
the three-dimensional generated segmentation of the hippocampal substructures. For
training the discriminator, the generated or manual segmentations are concatenated
with the corresponding T1 and T2 MR sequence to create a conditional GAN. This
information forms the input for the discriminator and should provide the information
about the correlation between the T1 and T2 input and the segmentation.

Figure 3.2: Architecture of the whole GAN for the Kulaga-Yoskovitz dataset. Detailed
view on the segmentation network with connection to the discriminator (D). Discriminator input: generated segmentation of the segmentation network (Gen. Seg.) and
manual segmentations (Man. Seg.). Each blue box represents a multi-channel feature
map, the numbers above are the corresponding number of channels. Arrows denote
the different operations.
3.3.2 Discriminator
The architecture of the discriminator is shown in Figure 3.3. As input, the discriminator receives the preprocessed three-dimensional T1 and T2 MR sequences concatenated
with the corresponding generated or manual segmentations. The input is processed
by repeatedly applying a 3 × 3 × 3 convolution with stride 2, BN, leaky ReLU and
dropout with a rate of 0.5 to prevent the model from overfitting. This technique is
described further in Section 3.3.5. The flatten layer, which converts the information
of the volumes into a one-dimensional vector, is followed by several fully connected
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layers, here called dense layers, with leaky ReLU activations. A single dense layer
maps the vector to two neurons, since the discriminator is a binary classifier. In the
end, the discriminator outputs “True” or “False”. “True” means, that after the processing through the network, the probability for the segmentation to be a manual one is
higher than to be a generated one. “False” means the reverse. In Figure 3.3, the black
numbers over the coloured boxes correspond to the dimensionality of the output space
of the layers, which means the number of channels of the generated feature maps in
case of the convolutions, and the number of neurons in case of the dense layers.

Figure 3.3: Layers of the discriminator network for the Kulaga-Yoskovitz dataset.
Input: generated segmentation of the segmentation network (Gen. Seg.) and manual
segmentations (Man. Seg.). Convolutions used with strides of 2 pixels.
3.3.3 Architectural differences for the datasets
During development, the Kulaga-Yoskovitz dataset, preprocessed as described in Section 3.2, was used to evaluate the performance. The resulting architectures are presented above. Later, the dataset was replaced by the preprocessed Winterburn dataset
to examine the results. Since the outcomes were not as promising as for the other
dataset, the architecture was adapted. A less complex architecture with less layers
seemed to be more helpful, as well as adding dropout with a rate of 0.5 to the convolutions in the generator model, and to the flatten and dense layers of the discriminator.
The final architectures of generator and discriminator are shown in Figure 3.4 and
Figure 3.5, respectively. A comparison of the results is depicted in Chapter 4.
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Figure 3.4: Architecture of the whole GAN for the Winterburn dataset. Detailed view
on the segmentation network with connection to the discriminator (D). Discriminator
input: generated segmentation of the segmentation network (Gen. Seg.) and manual
segmentations (Man. Seg.). Each blue box represents a multi-channel feature map,
the numbers above are the corresponding number of channels. Arrows denote the
different operations.

Figure 3.5: Layers of the discriminator network for the Winterburn dataset. Input:
generated segmentation of the segmentation network (Gen. Seg.) and manual segmentations (Man. Seg.). Convolutions used with strides of 2 pixels.
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3.3.4 Training parameters
Two loss functions Ledig [Led17] describes the problem of over-smoothing of the
generated samples by the generator. As a solution, a loss function which combines
two loss terms is proposed. In this thesis, the same approach was followed. The loss
function is formulated as follows:
loss = lossDice + λlossGAN .
The lossDice function is based on the Dice coefficient, which is further described in
Section 3.4. It is applied for training the segmentation network and then re-used in
the training of the whole GAN. lossGAN is the loss function that is calculated for the
output of the discriminator, which means, that in a usual GAN-training, only this loss
function would be used. It is based on the binary cross entropy. The cross entropy
was realised by Rubinstein [Rub01] in 2001, the binary cross entropy is specific for
binary tasks and, therefore, suitable for the discriminator, which has to decide whether
a segmentation is a manual one (“True”) or automatically generated (“False”). More
details can be found in [DeB05]. λ was chosen to be 0.001 after experimental tests. A λ
with a smaller value did not improve the results of the segmentation network, since the
lossDice dominates the composed loss function. A bigger λ did not show improvements
as well, or even made the results worse, because the discriminator learns too fast and
assigns always the right labels. Therefore, the segmentation network does not know
anymore how to change the produced segmentations to make the discriminator fail.
At this point, the segmentation network is not able to learn any further.
Optimizers For both the segmentation network and the combined GAN model,
Adam optimizer [Kin15] was used. It computes individual adaptive learning rates
for different interconnecting weights of the network. When introducing the algorithm,
the authors delineated its advantages, among them computational efficiency and little
memory requirements. Furthermore, it is appropriate for noisy and/or sparse gradients. For the segmentation network, Adam optimizer with a learning rate of 0.001 was
used to minimize the lossDice function. For the combined training, a learning rate of
5 · 10−6 was applied. Higher learning rates made the loss stuck constantly at the same
value. Smaller learning rates did not improve the results, it just made the training
process slower.
3.3.5 Training techniques for further improvements
As indicated in 2.5, it is difficult to train GANs in order to receive the desired outputs.
Therefore, different algorithms and techniques were used to stabilize the training.
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Figure 3.6: Dropout Neural Network. Left: A standard neural net with 2 hidden
layers. Right: An example of a thinned net produced by applying dropout to the
network on the left. From [Sri14].
Dropout A common problem when training ANNs with a limited amount of training
data is overfitting, which means that the model does not generalize well to unseen
data [Kri12]. Dropout prevents from overfitting, since dependencies between feature
detectors are reduced by randomly dropping a fraction of units in a layer from the ANN
during training. If a neuron is dropped, it means that it is temporarily removed from
the network. The concept of dropout is illustrated in Figure 3.6. [Sri14], [Hin12]
Adding noise In [Sal16] and [Søn16] it is delineated, that it can be helpful to add
noise to the layers of the discriminator to prevent it from diverging. For this purpose,
Gaussian noise was added to the input images for the discriminator, both to the
generated and the manually segmented samples.
Conditional GANs In this form of GANs, additional data is fed both into the generator and the discriminator. Using a conditional model makes it possible to lead the
generation process in the desired direction. Without this condition, the modes of data,
which are the values that occur most often in the learned data distribution, can’t be
controlled [Mir14]. In this work, the input to the generator is also fed into the discriminator by concatenating it with the segmentations, this is depicted in Figure 3.2
and 3.4 by the light gray arrows and the concatenation symbol. This feature should
provide the information about the correlation between the input and the segmentation to the discriminator. Also the image-to-image translation approach in [Iso17] uses
conditional GANs and it was, among other tasks, effective at synthesizing photos from
label maps, reconstructing objects from edge maps and colorizing images.
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Label smoothing This technique replaces the hard target values 1 and 0 for a classifier by smoothed values like 0.9 and 0.1 [Sal16]. With this approach, it penalizes
the model for making overly confident predictions. In this work, labels were randomly chosen for each discriminator input between 0.90 and 0.99 or 0.01 and 0.10,
respectively.

3.4 Result validation
In order to prove the network’s performance and to make it comparable to results
of other methods, the outcomes need to be validated adequately. Therefore, it is
important to choose a suitable figure of merit for measuring the quality of the results,
and a validation process that makes the outcomes generalizable and indicates the
performance for unseen input data.
3.4.1 Sørensen-Dice coefficient
To compare the segmentations generated by the network with the corresponding manual ones, a figure of merit is needed. Therefore, the Sørensen-Dice coefficient is used.
The Sørensen-Dice coefficient was developed independently by Thorvald Sørensen
[Sør48] and Lee Raymon Dice [Dic45] to compare the similarity of two samples. From
now on it will be called dice coefficient or dice index. The dice index for two segmented
labels is computed as follows:
k =2×

V (M ) ∩ V (A)
.
V (M ) + V (A)

V is the volume operator, ∩ the intersection of two sets. M and A represent manual
and automated segmentations respectively. k varies between 0 and 1. 1 represents a
complete overlap in this case. [Zan17]
3.4.2 Cross-validation
In k-fold cross-validation, the dataset D is split in k different subsets D1 , D2 , ...Dk of
equal size. The network is trained and tested k times. For each t ∈ {1, 2, ...k}, it is
trained with dataset D \ Dt and tested with dataset Dt . This method is especially
helpful for small datasets, where holding out one test dataset makes the use of training
data inefficient. [Koh95]
For this work, the datasets were first split randomly in pre-train and test dataset
(Kulaga-Yoskovitz: 40 pre-train and 10 test; Winterburn: 8 pre-train and 2 test).
Afterwards, a k-fold cross-validation with k = 5 was applied for the remaining pretrain datasets to receive train and validation datasets (Kulaga-Yoskovitz: 35 train, 5
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validation; Winterburn: 6 train, 2 validation). For each of the 5 dataset splits, the
segmentation network is first trained alone for 1000 epochs on the training data to
achieve the best dice results in the validation dataset. Then, the hyperparameters,
such as the number of epochs for the best result, the learning rate and the kind of
optimizers are chosen and fixed for this dataset split. Afterwars, the model is retrained
with the whole pre-train dataset and the fixed hyperparameters to make sure not to
lose any data for training which was used for validation before. The performance of
each model is tested with the test dataset. After repeating this 5 times for every data
split, the average dice of the models in the test dataset is computed. To train the
whole network, including the discriminator, only the best performing model and its
split in train and validation dataset is chosen and the combined network is trained for
another 1000 iterations. In the end of this training process, the performance of the
segmentation model was tested with the test dataset.

3.5 Implementation technologies
For the implementation itself and the execution time of the networks’ training, hardware properties and programming instruments are essential. Therefore, the graphic
card (Section 3.5.1) will be presented in the following section as well as important
software components, such as the programming language Python and the mainly used
framework Keras (Section 3.5.2).
3.5.1 Hardware
Graphics Processing Units (GPUs) are standing out at fast matrix and vector multiplications. Owing to both, increasing processing parallelism and clock speed, their
computational power has been raising continuously over time. For this reason, they
are widely used not only for video games and virtual reality, but also for ANN training.
They can accelerate learning by a factor greater than 50 [Sch15]. In this work, the
GeForce GTX 1080 Ti graphic card, which was released in 2017 by NVIDIA [NVI17],
was used for the computations during training of the models.
3.5.2 Software
Python is a high-level interpreted programming language for many different purposes. Released in 1991 by Guido van Rossum [Ras16], it gained popularity and is one
of the most popular languages for data science. Nowadays, it has a large community
that develops a huge number of add-on libraries. With extension libraries such as
NumPy [Oli06] as a part of SciPy [Jon01], Python is able to compute fast operations
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on multidimensional arrays, which is an important feature for DL purposes. Therefore,
Python version 3.6.7 was used for the implementation part of this work.
Keras [Cho15] is a DL library written in Python. It is meant to run on top of the
frameworks TensorFlow, CNTK or Theano to handle its GPU interactions. In the
middle of 2018, more than 250 000 individuals were using Keras. This number is only
topped by TensorFlow itself, which is shown in Figure 3.7. With user friendliness,
modularity of models and easy extensibility as the main guiding principles of Keras,
it allows easy and fast prototyping. Since this is crucial in the research area in general
and specifically in this work, where different models have to be stacked together, Keras
is the chosen framework for this thesis.

Figure 3.7: Deep Learning frameworks ranking computed by Jeff Hale, based on 11
data sources across 7 categories. From [Cho15].

28

4 Results
This chapter presents an evaluation of the GAN presented in Section 3.3. The results include the mean Dice coefficients of the networks’ outputs, as well as example
output segmentations compared with the T1-weighted input and the corresponding
manual segmentations. To facilitate visualization, two-dimensional example slices of
the three-dimensional input and segmentations are illustrated. The depiction of the
mean Dice indices contains a comparison of the different outcomes in both datasets,
Kulaga-Yoskovitz (Section 4.1) and Winterburn (Section 4.2). Furthermore, outcomes
of diverse variations of the architecture and training parameters are delineated.
The training and validation processes are described in Section 3.4. Accordingly, the
Tables 4.1 and 4.2 below show the Dice coefficients of the segmentation network in the
left column. The Dice index in the same line in the right column depicts the result
after the continued training with the joined network. All Dice indices are computed
in the test dataset after completing the training.
To generate the segmentation for one case, 0.16 seconds are needed. This time does not
include the preprocessing steps, since they were computed for the whole dataset before
training. The training times for the networks are stated for the datasets seperately in
Section 4.1 and Section 4.2, respectively.

4.1 Kulaga-Yoskovitz dataset
Table 4.1 shows the results of the evaluation in the Kulaga-Yoskovitz dataset. First,
the training was executed with the architecture shown in Section 3.3, Figure 3.2, but
without the mentioned skip connections. The GAN training was executed with a single
binary crossentropy loss function, in the table called “1 loss”. For the second evaluation,
the skip connections were added to the segmentation network’s architecture. The
GAN was still trained with a single loss function. Since the results improved with
skip connections, they were maintained for the last training, and the combined loss
function, as described in Section 3.3 and called “2 losses”, with a λ of 0.0001 was
introduced to the GAN.
For this dataset, the intra-rater reliability amounts to a Dice score of 91.13 %. According to this value, the best results in this work were achieved with the architecture
that contains skip connections and a training with the combined loss functions. In
this case, the resulting Dice coefficient is 90.84 %. Figure 4.1 shows an example of an
output segmentation during GAN training in the validation dataset. Three different
slices of the same subject are illustrated. The manual segmentation is also shown to
enable a visual comparison wih the generated one.
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Segmentation network
Architecture
Dice
No skip connections
0.8874
Skip connections
0.9024
Skip connections
0.9024

GAN
Training parameters
1 loss
1 loss
2 losses

Dice
0.8927
0.9073
0.9084

Table 4.1: Dice results in the Kulaga-Yoskovitz dataset. Dice results of the GAN correspond to the combined training of the discriminator and the segmentation network
with the Dice results in the same line. Reference intra-rater reliability Dice coefficient:
0.9113.

Figure 4.1: Example output segmentation, generated by the segmentation network
during validation in the Kulaga-Yoskovitz dataset, compared to corresponding T1
input and manual segmentation. Different slices of the same subject are shown.
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Training time Training, including validation, of the segmentation network and subsequently of the combined network took 42±2 hours in total, depending on the architectural version of the model.

4.2 Winterburn dataset
In Table 4.2, the results of the networks in the Winterburn dataset are illustrated. For
the first evaluation, the same architecture as for the first evaluation of the KulagaYoskovitz dataset was used, which is according to the architecture delineated in Section
3.3, Figure 3.2, but without skip connections. In the table it is called “original architecture”. To train the whole GAN, a binary crossentropy loss function was used. Since
the results were not as good as in the Kulaga-Yoskovitz dataset, the architecture of
both networks was simplified, here called “simple architecture”. The architecture was
described in Section 3.3, Figure 3.4 and 3.5. Still, the “1 loss” method was used to train
the GAN. As one can see, the results improved. Therefore, for the next evaluation
skip connections were inroduced. They were maintained for the last evaluation, were
the combined loss function, denoted as “2 losses”, was used to train the GAN.
The Dice index for the intra-rater reliability of the Winterburn dataset is 74.2 %. With
a simpler architecture, the best results were achieved by only training the segmentation
network. The Dice score amounts to 71.54 %. In this case, the GAN method declined
the Dice index achieved by the segmentation network. This phenomenon can be
observed with one and two losses. In Figure 4.2 and 4.3, three example slices of the
same subject are illustrated, respectively. They show the T1-weighted input, as well
as the corresponding manual and generated segmentations.
Figure 4.3 shows a visually bad output of the network, since small structures and
irregularities were not interpreted well and the generated segmentations often are
smoother as they should be according to the manual segmentation. Also in the last
row of Figure 4.2 one can see, that the network assigned hippocampal labels to pixels
that are part of other brain structures.
Training time 8±1 hours were needed in total to compute the training of the segmentation network and subsequently of the combined network, including validation.
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Segmentation network
Architecture
Dice
Original architecture
0.6108
Simple architecture
0.6691
Skip connections
0.7154
Skip connections
0.7154

GAN
Training parameters
1 loss
1 loss
1 loss
2 losses

Dice
0.6249
0.6713
0.7082
0.7027

Table 4.2: Dice results in the Winterburn dataset. Dice results of the GAN correspond
to the combined training of the discriminator and the segmentation network with the
Dice results in the same line. Reference intra-rater reliability Dice coefficient: 0.742.

Figure 4.2: Example output segmentation, generated by the segmentation network
during validation in the Winterburn dataset, compared to corresponding T1 input
and manual segmentation. Different slices of the same subject are shown.
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Figure 4.3: Example output segmentation, generated by the segmentation network
during validation in the Winterburn dataset, that shows difficulties of the network to
handle small structures.
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The goals of this work comprise the development and evaluation of the outputs of
a GAN-like network to generate hippocampal segmentations in comparison with the
segmentation network in form of a U-net that does not include the discriminator. For
this purpose, two datasets were available and different techniques were used to improve
the results.
This chapter interprets and evaluates the results of Chapter 4 and provides a discussion
about different aspects of the methods used in this thesis. Furthermore, ideas for
possible future work will be presented. It must be pointed out that some of the
results, presented in Chapter 4, have already been interpreted in place. This was
necessary to explain further steps of the procedure which are based on the outcomes
of previous ones.

5.1 Generalizability
The aim of any method for hippocampal segmentation should be a high generalizability, which means, in this case, that the method should perform the task in the same
quality for different variants of input data. Variants could be, for example, different
hippocampal dimensions, different image quality or different stages of the disease. This
is also desirable to be able to compare results between different methods. Since the
availabilty of training data, which is of particular relevance for deep ANNs, is limited,
the desired generalizability is not easy to achieve. For this purpose, the difficulties to
make results comparable in the face of given datasets will be discussed in general, as
well as for the specific task of this thesis.
5.1.1 Comparability of the results
A lot of factors have an impact on the results of segmentation methods. It is, therefore,
not trivial to achieve a fair comparison between the methods. Influencing factors
can be, among others, the quality of the MR images, the reliability between the
participating subjects and the segmentation protocols theirself including the number
and kind of segmentation targets. For example, the dice index can be affected by the
mean hippocampal volume in the subjects, which decreases with age. Furthermore,
the dice index is a metric which measures volumetric overlap. That means, that it can
be affected by segmentation and registration errors. [Zan17]
Also the inter- and intra-rater reliability has an affect on the outcomes. An automated
method can not beat the mean Dice score of manual segmentations in a dataset. This
is another reason why the dataset has an impact on the results and the performance
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of a method. As one could also see in Chapter 4, the results are strongly affected by
the different datasets and amount of available training data. A method that achieved
very good results in one dataset, lost a lot of accuracy in another, smaller one with
more detailed segmentation targets. Possible problems are that less training data
was available and the segmentation task was more difficult due to smaller structures
and more assigned labels. This is also reflected in the intra-rater reliability, which
is with 74.2 % a lot smaller than in the Kulaga-Yoskovitz dataset. Therefore, it
is problematic to compare different hippocampus segmentation methods if they use
different datasets.
5.1.2 Alzheimer’s Disease
The most significant part of the motivation for this work in Section 1.1 is the detection
of AD in the future with non-invasive methods. For now, only data of healthy brains
was available for training the networks, and no tests were made about how the network
reacts on input data of ill subjects. Also the methods mentioned in Section 1.2 dealed
with brain structures that are considered as healthy. Therefore, it is not possible to
compare the methods in their performance in the face of AD and what impact they
can have in this research area.

5.2 Generative Adversarial Networks
GANs achieved promising results in diverse disciplines, as denoted in section 1.2. In
Chapter 4 one can see, that the results achieved with the segmentation network can be
improved constantly with the GAN-method, except for two cases. Nevertheless, the
improvement is small. In the Kulaga-Yoskovitz dataset, the maximum improvement
was only 0.6 %, in the Winterburn dataset 1.41 %. This does not make a huge
visual difference. Really good results could be yielded already by only training the
segmentation network. In the Winterburn dataset with an intra-rater reliability of
74.2 %, the training of only the segmentation network performed even better, and
a Dice index of 71.54 % could be yielded. The best Dice coefficient in the KulagaYoskovitz dataset is 90.24 % after training the segmentation network, which is quite
close to the intra-rater reliability of 91.13 %. Therefore, there was only a small margin
for possible improvements. In contrast to the small improvement, there is the effort
and experience one needs to design and train a GAN, since they are considered as one
of the most difficult topics of neural networks nowadays. Furthermore, the approach
seems to have difficulties with small structures, as one could see in Figure 4.3. It
tends to “overintepret” in several slices, where hippocampal labels were assigned to
pixels that are parts of other brain structures. Also, the segmentations sometimes
are too smooth regarding the borders of the different labels. These phenomenons can
be observed especially in the Winterburn dataset, since the network has to deal with

35

5 Discussion
more and smaller substructures. In this aspect, the resulting segmentations in the
Kulaga-Yoskovitz dataset tend to be closer to the manual segmentation.
In the Winterburn dataset, the Dice coefficient declined during training of the combined network in two cases. The problem in this dataset, as mentioned before, is more
complex, since the network has to deal with two more labels. Furthermore, with only
5 different subjects, less training data is available. The discriminator does not seem
to learn sufficiently from this distribution. Another aspect that should be mentioned
is, that this dataset was not primarly used during development and implementation of
the networks, so the architecture is more adapted to the Kulaga-Yoskovitz dataset.
In the case of hippocampal segmentation, researchers of future work that deals with
neural networks, should consider if this small improvement is necessary and it is worth
the effort for fine-tuning or if comparable results can be achieved by applying new
methods to the segmentation network. Furthermore, it should be considered that
small structures may not be interpreted correctly.

5.3 Comparison with prior related work
The approach mentioned in Section 1.2 of Xie and Gillies [Xie18] is, in the end of
2018, the method that obtained the best results regarding dice index and execution
time for HC segmentation to the knowledge of the author of this work. A patchbased neural network is used for the computations. In general, ANNs are faster than
classical image processing techniques. But, according to the authors, voxel-wise label
classification using deep ANNs leads to long training and huge memory requirements
due to the big amount of neuron-wise convolutions on each single run. Also in patchbased approaches the efficiency remains low. To gain speed while maintaining or even
improving the quality of the generated segmentations, they combined a patch-based
approach with ANNs.
As discussed before, the dataset is crucial for the results of an ANN. Xie and Gillies
used a dataset that contains 100 subjects, which is twice as much as used for this work.
34 of the subjects in their dataset were healthy, 33 had mild cognitive impairment and
33 were AD patients. Therefore, it is to be expected that their method is more
robust against volume diversity, if only because of the dataset. Also in contrast to the
proposed method, Xie and Gillies used a dataset that does not distinguish between
different substructures of HC, which makes the task easier for the network and can,
therefore, increase the dice coefficient. The best dice index achieved was 90.98 %, but
no inter- or intra-rater reliability was indicated for comparison.
The patch-based ANN is promoted with the time of less than one second needed to
execute a prediction. Also the method proposed in this work can make a prediction
in 0.16 seconds with the preprocessed data.
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In general, a combined approach is definitely interesting and as one could see, delivered
remarkably accurate results. But combining methods makes the techniques also more
complex. The proposed method of this work provides results that are comparable
with the ones of Xie and Gillies, in the face of speed as well as quality, which is with
0.14 % difference of the dice index only slightly lower. Furthermore, these results were
achieved with a more complex problem and a smaller dataset. Regarding the training
of the segmentation network only, the approach is also less complex since it uses just
DL and not a combined technique.
To the knowledge of the author of this thesis, HIPS by Romero [Rom17] is currently the
best method, regarding the Dice coefficient, which is directly comparable to the task of
this work. The same datasets are used and it distinguishes between different labels of
the HC. It is based on multi-atlas label fusion technology which uses a multi-contrast
patch match search process. Also post-processing error correction is included. A Dice
index of 66.1 % was achieved for the Winterburn dataset and 87.44 % for the KulagaYoskovitz dataset. Both are lower than the indices yielded with the proposed GAN
method, where the best Dice index is 71.54 % for the Winterburn dataset and 90.84 %
for the Kulaga-Yoskovitz dataset. Since the time, which is indicated in the article of
Romero, needed for the segmentation of one case includes several preprocessing steps,
this aspect cannot be compared.

5.4 Future work
Regarding Gartner’s Hype Cycle in Figure 1.1, after being on the top of the peak,
usually a “trough of disillusionment” takes place. DL is expected to reach the “plateau
of productivity” within 2 to 5 years. Until now, there is no sign of a loss of interest
- the opposite is happening. Still, there is a huge publication rate of articles in the
area of DL or ML, and it is rising (Figure 2.4). Therefore, it is expected that also in
the area of AD or hippocampal segmentation the research with DL approaches will be
pushed forward.
To obtain better results, it is essential to get more training data. This can be achieved
with more studies and creation of manually labeled datasets. The problem is that this
procedure is time-consuming and expensive. Another approach is to generate more
training data with ANNs, such as in [Shi18], where researches created synthetical MR
brain images with the help of GANs. Generating such MR images with corresponding
synthetic segmentations could augment the amount of training data and, therefore,
improve generalization. It would be useful to train the networks with a mixed dataset
of healthy brains and different stages of AD to have a more robust method regarding
volumetric variability.
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Still, there is no method that could be used in a clinic routine for helping to detect
AD in an early stage, but continuing work as this one with the presented future ideas
and the help of DL as a powerful technique could advance AD research significantly.
In conclusion, this thesis demonstrates that GANs can improve hippocampal segmentations. Nevertheless, this work shows that also simpler U-net architectures already
produce remarkably precise results which outperform the current state of the art.
Whether the relatively small improvements are practically relevant needs to be considered individually for a given application. Definitely, the method should be evaluated
in an extended dataset including ill subjects tune it better to the intended application
field of Alzheimer’s Disease. The availability of more training data will be the key for
further advancement.
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